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Abstract

Community sections of newspapers are an increasingly important source of advertising rev-
enue and readership for large city newspapers. Determining the optimal delivery zones for these
sections is a complicated optimization problem needing to handle a number of operational is-
sues. We develop an optimization based procedure to generate geographically contiguous zones
comprising of customers with similar interests and potential buying behavior. Our methodology
is implemented for The Arizona Republic and our results demonstrate a 18% to 56% improve-
ment in zones designed over the usual intuitive heuristics. Given the magnitude of the revenue
generated by larger local newspapers through zoning, our method demonstrates how optimal
zoning can significantly enhance the value of segmentation.
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1 Introduction

Community sections of large city newspapers are an increasingly important source of revenue and
customer loyalty for newspaper publishers. Defining the geographic delivery zones for these sections
is a difficult optimization problem with clear implications for the viability of the community section.
Good boundaries give a relatively homogeneous readership with similar interests and demographics
that lead to a coherent product attractive to advertisers; poor boundaries lead to inconsistent
readership and unattractive advertising possibilities. But operational considerations limit feasible
zones for the sections. Relatively large areas must receive the same section in order to match the
distribution system. Other operational limits involve the number of community sections available
and minimum and maximum sizes of service zones.

Our focus is on market segmentation in the face of these operations limitations. There is an
extensive literature on market segmentation (see, for instance Smith [19] and Haley [12] for some
early work and Arabie and Hubert [1] for a recent survey). Key to this work are creating algorithms



for data clustering, an area that has extensive literature in a wide variety of fields (see Jain and
Dubes [13] for applications in biology, psychiatry, psychology, archeology, and many other areas).
For a recent survey of data clustering algorithms, see Jain, Murty, and Flynn [14]. In that paper,
dozens of approaches to creating clusters are presented, with the “k-means” (Mc ueen [1 ]) perhaps
the best known.

This work di ers from previous work in two key ways first, the application re uires contiguous
segments based on zip code ad acency. This restriction makes most existing clustering methods
inapplicable. Second, our approach stresses finding optimal combinations from a list of possible
clusters. Most existing methods are heuristic based. Our approach limits the size of problem we
can solve (the approach we propose would not be feasible for thousands of data points), but does
find the best combination of clusters to segment the data.

ssues in co unit sections o local ail ne spapers

hile the local daily newspaper has been the primary source of information consumption in the
household for many years, newspapers have recently seen its readers defect to information providers
o ering very localized and or specialized kinds of information. This has become a more serious
trend recently, as there is a real consumer preference for localized news.

Most local daily newspapers are able to o er di erent community sections to meet this consumer
demand for community-specific news. These sections generally consist of a separate section, or tab,
that is printed and folded in a consumer s newspaper on the press.

The number of sections that can be printed are usually determined by press capacity to run
community sections, the number of consumers that will be served by this information, sta capacity
to write community-focused articles, and advertising revenue payback by adding a new community
section.

Because these four constraints are the limiting factors of how many community sections can
run, newspapers develop and deliver community sections based on pre-determined zones.

onin issues

Once the number of community sections are determined through the four constraints listed above,
zones are developed based on two new constraints distribution capacity, and clustering a relatively
compact number of consumers in a zone.  hile outlying zones in a city s newspaper tend to be not
as compact as zones that are within the city central, zones are also drawn considering community
boundaries. Typically, one or more zip codes are assigned to each zone.

In the past, community zoning was one of the first ways that local advertisers could geograph-
ically target an advertising message to consumers. oning was not only important to the small,
local retailer who want to have their ad placed in areas, but also to multi-store local and national
advertisers who sometimes wanted to achieve advertising efficiencies.

roviding zone advertising to smaller advertisers is also a traditional way for newspapers to build
relationships with smaller advertisers who may one day grow into multi-store accounts who may
eventually need run-of-press advertising (advertising in ma or sections across the entire market).

eighborhoods, for a variety of historical and cultural reasons, often attract a di ering mix of
inhabitants. Targeting consumers based on where they live has been a successful way of marketing
products and services to consumers for many years, and many companies provide segmentation
tools based on S Census data. For example, a high-end ewelry store would have the most success
marketing to wealthier consumers, even if their location is not in the geographic vicinity of wealthier
consumers. ewspaper zoning, therefore, o ers an additional advantage of targeting consumers who



are likely to buy advertisers products and services that fit the right consumer profile. Therefore,
it is essential that newspaper zones provide meaningful clusters of consumers to its advertisers.

ewspaper zone revenue generates millions of dollars for larger local newspapers, and can be
as much as 2  of display and classified revenue. In the next section, we develop an optimization
based methodology to determine appropriate zones for delivery of community specific newspaper
sections. In Section 3, we consider a specific case of (TAR) newspaper. In
Section 4, we present the results and illustrate the benefits of implementing our methodology for
TAR. e conclude in Section with some ideas for further research.

ti 1 tion d t odo o

An pti ization Mo el

e model the newspaper zone design problem on a pair of graphs, where each zip code corresponds
to a node in each graph, and the the measure of di erence between consumers between two zip
codes is modeled on the edge between the corresponding nodes in the first complete graph, while
the second graph captures the ad acencies of zip codes by including edges between corresponding
nodes.

The problem we consider may be stated in graph theoretic terms as follows Given a pair of
graphs  ( ) and  ( ) where is the common vertex set in both and and

are the edge sets; with edge weights , we consider clustering problems that involve
partitioning  into  clusters such that the sum of the weights within the subgraphs induced by

in is minimized (or, e uivalently, the total weight on edges between clusters in maximized)
and such that the subgraphs induced by in are connected.

In market segment applications, the weights on the edges represent the similarity between
associated zones. There is an extensive literature on how to create these weights (see De Soete [ |,
Arabie and Hubert [1], and Carmone, Kara, and Maxwell [3] for examples). Our approach applies
to any distance measure where the goal is to minimize the sum of the distances within a cluster.

e also incorporate additional restrictions such as the minimum (maximum) number of nodes in
each cluster formed. Several graph partitioning type problems have been studied in the literature.
ncapacitated versions of this problem that do not re uire that the clusters formed be connected
model a common problem in ualitative data analysis of partitioning a number of items into clusters,
where items within a cluster tend to be homogeneous with respect to some given characteristics.
These clusters provide a succinct summary of the data in a way that lends itself to further analysis
(for instance, restricting analysis to items in the same cluster, or finding representative items within
each cluster). See for example, Chopra and Rao [4], and, Grotschel and akabayashi [1 , 11]. In
the connected versions of the problems we consider, the nodes that can be present in each cluster
must induce a connected subgraph. Another version of this problem in which the size of the clusters
formed is limited by additional restrictions arises in the context of political districting, see [1 ].

Statistical methods that are typically used for clustering applications are unable to maintain
contiguity of clusters and do not take the graph structure into consideration. Similarly optimization
methods [ , ] developed for solving clustering problems have considered problems that do not have
this contiguity re uirement. These problems therefore re uire a new approach. A direct integer
programming formulation of this problem is also difficult due to the contiguity restrictions on the
clusters. Instead, we consider the following implicit formulation.



An nte er ro ra in or ulation

et be a generic cluster of , and let  be a binary variable that will be 1 if cluster is used in
the solution to the clustering problem and otherwise. et  be the weight of the cluster where

denotes the sum of weights on edges with both end points in  in the graph . Then the
clustering formulation that partitions the nodes into a given number, , of zones, is
1
1

The constraints model that node must be in exactly one of the chosen clusters and that
there must be exactly clusters chosen. This formulation captures other types of capacitated
as well as uncapacitated clustering problems with or without the contiguity restrictions. The
contiguity re uirement is incorporated by excluding variables corresponding to clusters that are
not contiguous.

Despite its appeal, CF- artitioning is not easy to use for solving the problem because of two
issues. First, the number of potential clusters (and therefore the number of variables in the formu-
lation) can be an exponentially large function of the number of zip codes to partition into zones.
Second, for any zones that are generated, we must make sure that they are contiguous. The first
issue has been addressed in the literature by development of a branch-and-price method for solving
problems. Branch-and-price [2] is a method that considers only a small fraction of all possible clus-
ters to implicitly determine an optimal solution. The method uses a techni ue of
that iteratively generates feasible clusters that can potentially improve the current solution to the
linear programming relaxation of the model. The method of branch-and-price also has to include
branching rules that are application dependent and valid in the context of not working with only
a partial set of variables. For detailed discussion of such a method for clustering problems, see
Mehrotra and Trick [1 ]. In [1 ], Mehrotra and Trick demonstrate that a branch-and-price method
specifically designed for solving clustering problems outperforms other methods in the literature
and represents the state-of-the-art. ven such state-of-the-art methods are unable to solve large
clustering problems optimally. In fact, the biggest problems reported solved in the literature have
been on graphs with 1 nodes. Additionally, the clustering problems solved in the literature to
optimality typically have not needed the contiguity restriction on clusters. nforcing contiguity
re uirement on the clusters generated in a branch-and-price can further complicate the methods for
finding improving clusters. Given these difficulties and the fact that the problems we wish to solve
in this paper are about twice as large as the biggest problems solved to optimality in the literature
(and therefore significantly more challenging), we did not pursue a branch-and-price method in this
paper. Instead we focused on heuristic methods to generate a pool of potentially attractive zones
and solving the integer program restricted to the corresponding set of variables.

eneratin otential ones

e use two heuristic procedures to generate potential zones.



This procedure is used to generate clusters of nodes that include
node and have a total cost at most . This procedure starts at node and recursively adds more
nodes to the the forming cluster while maintaining contiguity. At any step, each node outside the
forming cluster that is ad acent to one of nodes in the forming cluster provides a candidate forming
cluster. Any candidate cluster whose total cost exceeds is abandoned.

e used this procedure to generate clusters containing 2 to nodes starting at each node
of the graph.

This procedure is used to generate clusters of nodes that
include the end nodes of the edge () and whose total cost is no more than . Again, this recursive
procedure starts with one forming cluster containing nodes and and adds more nodes to the the
forming cluster while maintaining contiguity. At any step, each node outside the forming cluster
that is ad acent to one of nodes in the forming cluster provides a potential forming cluster. Any
candidate cluster whose total cost exceeds is abandoned.

e used this procedure to generate clusters containing 2 to nodes starting at each edge of
the graph.

ple entation ssues

The repeated use of the Gen- ode and Gen- dge procedures produces
several duplicate clusters. Before using the clusters as input to the CF- artitioning model, we
removed any duplicate clusters.

Given the limited number of clusters that we generate using the
heuristic methods outlined above, we found that it was not always possible to obtain a feasible so-
lution to the integer program CF- artitioning. Instead of concentrating on generating more clusters
by expanding on the heuristic ideas of building good clusters (which can lead to an exponentially
larger number of clusters to generate and consider), we took a more appealing approach. Instead
of restricting each zip code to be contained in only one zone, we relaxed the e uality constraints
to ine uality constraints and used the following CF-Covering formulation to determine a set of

zones that contained all the zip codes with a possibility that some zip codes were assigned to
multiple zones. ext, we explain how to use the information obtained by a solution to CF-Covering
to generate a few additional candidate zones that help solve CF- artitioning.

hen a zip code is assigned to multiple zones, it is necessary to generate new
zones that might be combined to cover each zip code exactly once. Sometimes it is possible to simply
remove the zip code from a zone to create a new zone. This is not always possible because each
of the zones that contained that zip code could become non-contiguous on it s removal. Starting
with any zone in the solution to CF-Covering that contained any zip codes that were multiply
covered, we generated all subsets of that zone that could be obtained by removing one or more



multiply covered zip codes. Some of these resulting zones were contiguous and provided potentially
improving zones.

Additionally, in order to provide a better chance for CF- artitioning to have a feasible solution,
we used the procedures Gen- ode and Gen- dge to generate more clusters which did not contain
the zip codes covered more than once. This was achieved by simply modifying the ad acency graph
by deleting the edges incident to the corresponding nodes.

ith these additional clusters, we attempted to solve the formulation CF- artitioning and
found that this was sufficient to obtain a solution to the CF- artitioning formulation that was
almost as good in ob ective value as the solution to CF-Covering.

ri on u ic

is Arizona s leading provider of news and information, and has published
a daily newspaper in hoenix for more than 11 years. TAR is one of the fastest-growing ma or
metropolitan newspapers in the country. The Republic ranks 1 th among .S. dailies with a daily
circulation of 44 , and a Sunday circulation of , . Its the state s largest newspaper,
reaching 1. million readers per week.

TAR currently delivers a zoned product in the newspaper within at least some zones times
per week. Consumers receive one of 13 di erent community sections, corresponding to the existing
13 zones, depending on where that consumer receives the paper. The current zones are shown in
Figure 1. These zones were configured in 199 , which presents some issues with respect to consumer
segmentation.

Arizona has had the second fastest growth rate over the past ten years and the state s population
gains trailed only California, Texas, Florida and Georgia. The e uivalent of ebraska moved to the
state in the past ten years. Maricopa County represents 9.9 of the state population and grew at
a compound rate of 12 - faster than the state. Over the next one to two years, the consensus is
that population growth, while healthy, will re ect gains in the 2.  range compared to the 3.
compound annual gains achieved in the 199 s, see Table 1.

199 2 chg | 1 CAGR 2 1 chg 2 2 chg
Arizona 3 339 | 13 32| 4. 3.4 2429 2. 4219 9 | 2.
Maricopa County | 21221 1 | 3 2149 | 44. 3. 31 19| 2. 324 9 2.

Table 1  opulation Growth

ew-Movers, adults living in their residence less than one year, re ect a total population of
3 alley area adults or 1 of the adult population. They have grown at a compound rate
of 4.  over the past five years exceeding the alley-wide adult growth rate by 2 . Moreover,
recent data suggest that despite the current economic downturn, Arizona continued to experience
strong migration-in.

Dynamic growth has also driven dynamic changes in the demographic makeup of Maricopa
County. Most of the growth in Maricopa County has been around its periphery with many of its
zip codes in states of fast transition from low household income areas to high household income
areas, and vice-versa. Because of the changes in the market, zoning needs to be re-examined. This
prompted the TAR to do some market research to get a better understanding of the consumer
interests.



Market esearch Sur e

Between February 2 and March 24, 2 1, a market research survey was conducted based on 1,311
telephone interviews with adult residents in the hoenix MSA, averaging 24 minutes in length. A
randomly selected sample of residential phone numbers was generated to include new telephone
listing and adults with unlisted phone numbers. Interviewing was conducted by Schulman, Ronca,
and Bucuvalas of ew ork. ith respect to how this survey pertains to this pro ect, respondents
interest levels across  di erent types of newspaper content were measured.

The interests that were measured are contained in Appendix A. Interests were measured on a
3-point scale - from very interested to somewhat interested to not interested.

One of the issues that came out in this study is that 3 of the top 4 topics that were listed by both
readers and non-readers dealt with issues that were local within their community in the hoenix
MSA. The top 3 interests of non-readers of the Arizona Republic are “Good things happening in
your area,” ( top 2 box) “ laces to go and things to do,” ( top 2 box) and ¢ ews from your
own town or city” ( 2 top 2 box.) For regular readers of TAR, these percentages were higher
9 ,92 ,and 92 , respectively.

hile consumers report that they want information about things that are local to them, con-
sumers also have di erent information needs at di erent times in their life. For example, a household
with children present is going to be more interested in information about schools and where to take
the children for entertainment on the weekends. Similarly, income is a driver of di erent kinds of
information needs. Households with a very high income are more likely to be interested in financial
issues and high end leisure activities; while households with low income tend to have interests in
di erent kinds of leisure activities. Finally, the ages of the people in the household also have a
great deal to do with the kinds of information that these consumers will be interested in. oung
adults aged 1 -24 are interested in where to start their life - they need information on obs and
where to live, and where they can go for entertainment. Senior citizens, on the other hand, are
more interested in health issues, etc.

For this pro ect, we chose these three axes that determined where consumers were clustered
age, income, and presence of children.

ata or the pti ization Mo el

The opportunity that TAR management is exploring is to rezone the community sections by cluster-
ing consumers based on the  readership interest measurements. Because zones contain a uni ue
set of ad acent zip codes that cover a market, there needed to be a way to transform the market
research data from a respondent matrix of interests into a zip code matrix of interests. Because
many zip codes only had 3 or 4 respondents, extrapolating readership interest based on this low
number of respondents is statistically erroneous.

However, TAR has an extensive consumer database of the entire state of Arizona. This enabled
matching respondent telephone numbers to the consumer database. From this point, lifestyle
clustering information could be attached back to the respondents in the research (see Appendix B
for detail on segment types). From this point, respondents were assigned to segments based on
household income, age of the respondent, and presence of children. Respondents were tagged with
a field indicating to which segment the respondent belonged.

A matrix of interests for a segment group was generated by taking the average score across
all respondents across all interest measurements. ext, an interest matrix at the zip code level
was generated by taking the weighted average of the segment interest matrices based on the total
population of a particular segment in that zip code. This matrix was then used for generating the



weights on the edges of the graph on which the problem would be modeled. The weight on an
edge uantifies the di erence between the zip codes that correspond to the end nodes as explained
in Section 2. This was enabled by taking the sum of the absolute value of the di erence between
one zip code and another across each of the interest measurements to generate a 11 x 11 matrix,
corresponding to the absolute value of the di erence between one zip code and another across all
11 zip codes in the market area. Additionally, another 11 x 11 ad acency matrix was developed
to indicate the ad acencies between the 11 zip codes.

o ut tion ut

TAR presently uses 13 delivery zones as displayed in Figure 1. The sum of the edge weights in each
of the 13 zones, and the number of zip codes in each zone are summarized in Table 2.

The number of zip codes vary between 3 and 14 per zone and the weights of the zones vary
between 2.4 and 129. with the total weights across all zones summing up to 4 .9.

e implemented our Gen- ode and Gen- dge procedures as outlined earlier to generate po-
tential zones. TAR management also specified that any zone must at least contain 2 zip codes.
Hence, we restricted our attention to zones with at least 2 zip codes. e used as an upper
bound on the weight of any one zone in our procedure. This resulted in generation of 43 4 zones.
An optimal solution to CF-Covering with 13 using these candidate zones resulted in six zip
codes that were in multiple resulting zones. e generated additional zones that did not include
these six zip codes by using the procedures Gen- ode and Gen- dge on ad acency graphs modified
to exclude edges ad acent to the nodes corresponding to these zip codes. After omitting any
duplicate zones, this yielded 1 potential zones. ven with these 1 zones, a new optimal
solution to CF-Covering with 13 had two zip codes belonging to two zones. e generated all
contiguous subsets of the zones that excluded one or more of these zip codes. This yielded another
1 potential zones for a total of 32 candidate zones. For all the results that are described next,
we solved the CF- artitioning formulation using these 32 candidate zones. e used C
(version J)onaD CA HA3  (Model 9 ) for solving the CF- artitioning formulations.

Solution wualit an u ero ones

hile TAR currently employs 13 zones, there is interest in determining configurations with more
zones to understand the additional benefits of finer segmentation of customers. However, opera-
tional constraints and increase in costs make printing over 1 di erent community sections unrealis-
tic. Hence, we explored finding solutions which partitioned the 11 zip codes into 13 to 1 zones. To
uantify the marginal benefits possible by using an additional zone, we solved the CF- artitioning
Model for 13 1 . As might be expected, the results show that much better results are
obtained as the number of zones used is increased. Table 3 shows the ob ective value obtained
and the cputime spent for 13 through 1 zone configurations. e also list the percentage savings
based on the current 13 zone configuration. The 13 zone proposal shows an 1 improvement
and the 1 zone proposal shows as high as improvement. is presently
considering the feasibility of implementing the 1 zone proposal and analyzing cost tradeo s and
the implications on potential revenue that additional zones may be able to generate.

ropose zone solution

Figure 2 depicts the 13 zone proposal that was generated through the use of our methodology. The
characteristics of the individual zones in our 13 zone solution are summarized in Table 4. The



Figure 1 Currently mployed ones by TAR

one eight | ip Codes

1 129. 12
2 4 .2 11
3 94.3 12
4 4.2 13
. 14

2

24.9
1.2 11

9 9.1
1 2 4
11 112. 14

12 24.3
13 2.4 3
Total 4.9 11

Table 2 TAR s currently employed 13 zones



umber of zones
13 14 1 1 1 1
cpu seconds 2.9 . 3. .4 4919 44.49
Ob ective alue 29.13 4 . 39 4 3 . 313.3 2 9
ercentage Savings | 1 .4 29.1 3.9 44. 1. .93

Table 3 Solutions obtained with our methodology

number of zip codes in these range from 4 to 2 and the weight of zones range from . to 12 .4.
These ranges are not too di erent from the corresponding ranges in the current implementation.

The solution obtained appealed to the TAR management for several reasons and helped under-
stand their consumer profile better. The advantage of this solution is that it compacts readership
interest demographically. For example, Southern hoenix tends to be lower income with a high His-
panic population. Readers in this zone are very interested in news from Mexico, and employment
information.

The next large area of note is the zone that consists of north hoenix east to the area in
South Scottsdale. This zone tends to consist of households with Seniors and a high Hispanic family
concentration. This zone is more near the midpoint of household income, and therefore issues are
slightly di erent. There is more concern about schools, and leisure activities.

The zones to the immediate east and north of hoenix including Avondale, Glendale are zones
that would not be traditional newspaper community zones, as they split up and cross over multiple
municipal lines. However, they are of significant value as the Arizona Republic is able to deliver
both content and advertising messages directly to addresses that fit a specific demographic profile.
Therefore, this zoning configuration allows advertisers to deliver their message to consumers that
would be the best prospects.

Moreover, this zoning configuration is helpful because it demonstrates what current areas in the

hoenix MSA are in transition. This is useful information in determining where new communities
are likely to emerge in the future.

ropose zone solution

Figure 3 graphically depicts the 1 zone proposal that was generated through the use of our method-
ology. The characteristics of the individual zones in our 1 zone solution are summarized in Table
The number of zip codes in these range from 3 to 11 and the weight of zones range from . to

2. . These ranges indicate that much better segmentation is possible with this increased number
of zones.

The 1 zone proposal shows even more clearly where geographic pockets of interest exist. Areas
around central hoenix that are broken up represent in clearer detail those areas of transition.
Because there is demographic diversity in some of these zip codes that can range from poor families
to wealthy singles, these micro-zones around hoenix best describe the eclectic reader interests
of the eclectic demographics. These zip codes could easily convert into a predominant cluster of
readership interests that would come with a shift to a predominant demographic group. This is
not only useful information going forward, but it also is useful to advertisers who have products
and services that can serve this uni ue audiences.

Moreover, newspaper content to these pockets of interests is important to deliver to maintain and
grow the reader base of . Delivering these pockets of interests to advertisers
in this way may also be an e ective way to grow revenue.



Figure 2 roposed 13 one Solution

one eight | ip Codes
1 . 4
2 3. 3
3 9.9
4 12.
32. 11
2. 9
44 12
11.3
9 2. 9
1 2.
11 . 9
12 121. 1
13 12 4 2
Total 29.1 11

Table 4 13 zone solution using our methodology

11



Figure 3 roposed 1  one Solution

one eight | ip Codes
1 . 4
2 4.3
3 4.
4
1 3
9. 4
9.9
9 11.2
1 12.
11 1.2
12 1
13 1. 9
14 194
1 2. 9
1 32. 11
1 41.2 11
1 2. 9
Total | 2 .9 11

Table 1 zone solution using our methodology

12



One concern that may need to be addressed is that this zoning configuration splits up hoenix
and Glendale cities into many zones. Additional market research would need to be conducted to
learn if readers identify themselves with the municipality they belong to. If this is the case, then
addressing the issue of actual content may be problematic within this configuration.

That is, if “news about my community” is an important issue for those in both Glendale zones,
then serving the hoenix city reader that falls within the ast Glendale zone may be an issue. From
an advertising perspective, the 1 -zone proposal is actionable by tailoring advertising messages and
the distribution of those messages to these clusters of interest.

oncuion nd urt r rc

e have developed an optimization based procedure to generate geographically contiguous zones
comprising of customers with similar interests and potential buying behavior. This work extends
the optimization methods for solving clustering problems as the clustering techni ues in the lit-
erature are unable to deal well with the contiguity re uirements on the zones. e have used our
methodology to develop delivery zones for community sections of a newspaper for

. The results obtained indicate substantial improvements over the ad-hoc and or usually
employed heuristic procedures. These improvements add significant value by increasing the possi-
bility of targeting consumers who are likely to buy advertisers products and services that fit the
right consumer profile. Given the magnitude of the revenue generated by larger local newspapers
through zoning, our method demonstrates how optimal zoning can significantly enhance the value
of segmentation.  hile our methodology has been sufficient to fulfill our goals for this research,
several interesting research avenues can be further explored.

For example, our procedures did not attempt to solve the formulations optimally because they
only considered a small, albeit attractive subset of all candidate solutions. A natural extension of
this work is to develop additional ways to generate attractive zones. For instance, we have experi-
mented with variations of tabu search (see Glover [ , 9]), where we modify our greedy heuristics to
“skip” over some close zip codes in order to generate di erent zones. More complicated heuristics
could generate still other zones. Initial results suggest that our greedy heuristics do very well, but
can be improved on. Additionally, we did not look for zones to be compact it turned out that
the zones that we generated were geographically compact, but it might be worthwhile to enforce a
compactness re uirement to avoid long zones that are contiguous but operationally unpalatable.

To determine how well we can do, a branch-and-price techni ue can be developed for solving
these problems to optimality.  hether such techni ues will be able to solve the problems of this
size remains to be seen (results from Mehrotra and Trick [1 ] do not reach the size we are interested
in here).

Our methodology also opens up possibilities to provide improved segmentation for applications
other than designing newspaper delivery zones. Such applications where segmentation benefits
product placement, customer satisfaction, identification of bands of interests and improved ad-
vertising, for example, can achieve additional value from using this approach. Depending on the
specific application, a measure of closeness of interests may need to be modified. Similarly, based
on the input from TAR management, we modeled the zip codes as the nodes in our graphs. For
other applications, it may be necessary to use smaller geographic units as the starting point, po-
tentially making the resulting problems uite large. In that case, it may be better to focus more on
further improving the methods for generating attractive clusters, rather than developing a method
for seeking an optimal solution.

13
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Int r t ur d
Respondents were asked a series of uestions on interests. The uestion began “How interested
are you in reading about ...” The following list contains all of the interest levels across the topics
measured
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Consumers were clustered by the following data



